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monocular depth prediction
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MiDaS: Towards Robust Monocular Depth Estimation: Mixing Datasets for Zero-shot Cross-dataset Transfer. René Ranftl, 
Katrin Lasinger, David Hafner, Konrad Schindler, and Vladlen Koltun. PAMI 2020.



the problem
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a simple 
application 
to AR
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a possible architecture:
U-Net
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U-Net: Architecture
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U-Net: Architecture

h1 = [g(f1,1 ∗ x), . . . , g(f1,m ∗ x)]

<latexit sha1_base64="0kv4XKtcEY0ClRq5Faw+uZQhGtE="></latexit>
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U-Net: Architecture

h1 = [g(f1,1 ∗ x), . . . , g(f1,m ∗ x)]
h2 = [g(f2,1 ∗ h1), . . . , g(f2,m2

∗ h1)]
h = pooling(h )

<latexit sha1_base64="0kv4XKtcEY0ClRq5Faw+uZQhGtE="></latexit>

9



U-Net: Architecture

h1 = [g(f1,1 ∗ x), . . . , g(f1,m ∗ x)]
h2 = [g(f2,1 ∗ h1), . . . , g(f2,m2

∗ h1)]
h3 = pooling(h2)
h = [g(f ∗ h ), . . . , g(f ∗ h )]
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U-Net: Architecture

h1 = [g(f1,1 ∗ x), . . . , g(f1,m ∗ x)]
h2 = [g(f2,1 ∗ h1), . . . , g(f2,m2

∗ h1)]
h3 = pooling(h2)
h4 = [g(f4,1 ∗ h3), . . . , g(f4,m4

∗ h3)]
h = [g(f ∗ h ), . . . , g(f ∗ h )]
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U-Net: Architecture

h1 = [g(f1,1 ∗ x), . . . , g(f1,m ∗ x)]
h2 = [g(f2,1 ∗ h1), . . . , g(f2,m2

∗ h1)]
h3 = pooling(h2)
h4 = [g(f4,1 ∗ h3), . . . , g(f4,m4

∗ h3)]
h5 = [g(f5,1 ∗ h4), . . . , g(f5,m5

∗ h4)]
h6 = pooling(h5)
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U-Net: Architecture

h13 = [g(f13,1 ∗ h12), . . . , g(f13,m13
∗ h12)]

h14 = [g(f14,1 ∗ h13), . . . , g(f14,m14
∗ h13)]

h15 = pooling(h14)
<latexit sha1_base64="zN62DkBxkXPDWbfDwmnLgjFuHyM="></latexit>
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?

U-Net: Architecture
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UpSamplin
g

U-Net: Architecture

h16 = UpSampling(h15)

<latexit sha1_base64="yGW2J519jOgxzqgR6ybb9jCaAXg="></latexit>
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U-Net: Architecture

h16 = UpSampling(h15)
h17 = [g(f17,1 ∗ h16), . . . , g(f17,m17

∗ h16)]
h = [g(f ∗ h ), . . . , g(f ∗ h )]

<latexit sha1_base64="yGW2J519jOgxzqgR6ybb9jCaAXg="></latexit>
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U-Net: Architecture

h16 = UpSampling(h15)
h17 = [g(f17,1 ∗ h16), . . . , g(f17,m17

∗ h16)]
h18 = [g(f18,1 ∗ h17), . . . , g(f18,m18

∗ h17)]
<latexit sha1_base64="yGW2J519jOgxzqgR6ybb9jCaAXg="></latexit>
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U-Net: Architecture
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U-Net: Skip Connections
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The loss can be, for example (but see next slides):
<latexit sha1_base64="jIQfeHCN3UNyNZXRKv5kVhv7s5s="></latexit>

L(Θ) = kD � D̂k2
<latexit sha1_base64="JRbKBwJFEnukzxeknIWEZQP3A8I="></latexit>

L(Θ) = |D − D̂|
<latexit sha1_base64="pN6aTLyIsqbiLhAH9WZu4x1llWI="></latexit>

L(Θ) =
X

i

| logDi − log D̂i| (depth defined up to a scale factor)



dataset used by MiDaS
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dataset used by MiDaS
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architecture used by MiDaS
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Monocular Relative Depth Perception with Web Stereo Dat. Supervision. Ke Xian, Chunhua

Shen, Zhiguo Cao, Hao Lu, Yang Xiao, Ruibo Li, Zhenbo Luo. CVPR 2018. 



MiDaS

Uses the disparity: 

Depth is predicted up to a scale factor.

<latexit sha1_base64="E6gZweu5v9QsBDmVX8vsXjnebEs="></latexit>

d =
1

D

?
x

?



MiDaS

Uses the disparity: 

Or, more exactly, the scale- and shift-independent disparities:

<latexit sha1_base64="E6gZweu5v9QsBDmVX8vsXjnebEs="></latexit>

d =
1

D

or (more robust):



MiDaS

Loss:

(and variants)

Regularization:



some failure cases



unsupervised depth 
prediction
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Unsupervised Monocular Depth Estimation with Left-Right Consistency. Clément Godard 

Oisin Mac Aodha Gabriel J. Brostow. CVPR 2017.



Unsupervised depth estimation

input image predicted

disparities

deep 

network



Unsupervised depth estimation

input image predicted

disparities

deep 

network

input image

(right)



unsupervised depth estimation (naive)

input image

(left)

predicted

disparities (làr)

deep 

network

input image

(right)
use disparities to deform 

input image (left)



unsupervised depth estimation

input image

(left)

predicted

disparities (ràl)

deep 

network

input image

(right)
use disparities to deform 

input image (right)



unsupervised depth estimation



unsupervised depth estimation
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two-image 3D geometry recovery
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DeMoN: Depth and Motion Network for Learning Monocular Stereo. Benjamin Ummenhofer, 

Huizhong Zhou, Jonas Uhrig, Nikolaus Mayer, Eddy Ilg, Alexey Dosovitskiy, Thomas Brox. 

CVPR 2017. 



39



DeMoN architecture

40



DeMoN architecture
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DeMoN architecture
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DeMoN loss function


